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Abstract.
Contextual Integrity has been proposed to define privacy in an unusual way. Most approaches take into account

a sensitivity level or a “privacy circle”: the information is said to be either private or public and to be constrained
to a given group of agents, e.g. “my friends”, when private. In the opposite, Contextual Integrity states that any
information transmitted can make this transmission a privacy violation depending on its context. We use this theory
to develop a novel framework that one can use in an open and decentralized virtual community to socially enforce
privacy. This paper proposes the PrivaCIAS framework, in which privacy constraints are formally described to be
used to detect privacy violations according to the Contextual Integrity theory. This PrivaCIAS framework provides
social control to agents that handle the information, so that deceiving agents are excluded from the system.
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1. Introduction

Virtual communities develop in a wide range of
applications, from the social networks for enter-
tainment to “business to business” interactions in
virtual enterprises. Such communities rely on dig-
ital infrastructures in order to facilitate informa-
tion exchange and mediation, thus creating and
strengthening social links between individuals.

It is likely that a part of the information cir-
culating within a virtual community is sensitive
and should not be distributed to everyone. There-
fore, privacy violations can occur in a virtual
community if there is no regulation or protection
while communicating. Privacy Enhancing Tech-

nologies suggest solutions for these security con-

cerns. Their usual approach is to formally express

system wide limitations to information communi-

cation and processing. It can be done as require-

ments on the information repository software (e.g.

Hippocratic Databases [2]), by policies attached to

information (e.g. sticky policies [12]), or attached

to the service that will use the information (e.g.

P3P [16]). A software or hardware infrastructure

uses those limitations to prevent privacy viola-

tions.

This classic approach to preserve privacy is un-

fortunately not suitable for virtual communities.

As a matter of fact, the privacy mechanisms rely
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on a centralized infrastructure, software or web
site that should be considered as a trusted third
party. However, this assumption is not realistic.
For instance, in social networks, the owner of the
social network and its infrastructure has the pos-
sibility to access to and exploit users’ sensitive
data, and may also have commercial or political in-
centives to do it. Decentralization of virtual com-
munities has been identified [20] as an essential
step to preserve user privacy. According to this
approach, each user keeps the control of his data
and of their distribution. But decentralization pre-
vents the use of standard privacy mechanisms.
This requires implementing new security mecha-
nisms that are more flexible and able to work in
an decentralized and non intrusive way.

The goal of the work described in this paper is
to propose a decentralized service to deal with pri-
vacy problems in decentralized virtual communi-
ties. We employ a soft security approach in which
each node of the network should perform two
tasks. Firstly, the node assists its user, warning
in the case of a potential privacy violation. Sec-
ondly, it checks that messages received from others
conform to privacy regulations and, in case there
is a violation, it deletes the message and socially
exclude offending agents involved. The framework
that we present, called PrivaCIAS1, relies on the
Contextual Integrity [13] theory. In other words, it
defines privacy violations as depending on a given
context.

The next section of the paper backgrounds the
work, explaining why soft security is necessary and
what are the characteristics of the possible appli-
cations. Section 3 details the theory of Contextual
Integrity. The elements for information exchange
in a virtual community are given in section 4 and
section 5 describes a formal representation of con-
textual integrity and of privacy preservation tasks.
Section 6 shows how this is used in a service to as-
sist users when implementing a soft privacy mech-
anism. Section 7 concludes the paper.

2. General considerations

Our framework, as defined in this article, de-
scribes a system for protecting privacy in open sys-

1Privacy as Contextual Integrity for Agent Systems

tems using social components to implement secu-
rity. This section gives an insight on how privacy
can be handled in open systems and describes the
applicative context of the framework.

2.1. Security and open systems

In virtual communities, security can be handled
in two different ways. The normal approach de-
signs the system in such a way that it is physi-
cally impossible for the agents to circumvent sys-
tem rules, this approach is called “hard security”.
On the opposite, soft security is an approach to
discourage the agents from doing unauthorized ac-
tions.

Many solutions have been studied in order to
handle privacy issues using security techniques
most of the time based on “hard security”. Very
few approaches exists using soft security for this
task. L. Crepin in her privacy preservation frame-
work highlights the relevance of a soft security sys-
tem in multiagent systems [7].

Most of the security techniques for privacy are
based on the “hard security”: access control. In
access control, an authority identifies the user and
gives him access to the resources he is allowed.
Facebook for example, relies on access control :
users log in and the system allows them to con-
sult information of other users or not. There are
other specific access control methods for privacy,
like Purpose Based Access Control (PBAC) [4],
where the users declare their purpose for access-
ing a given resource and the authority validates or
rejects the access.

Hard security techniques are based on pass-
words, certificates, trusted authority, ... In the
Facebook example, the user has to send his cre-
dentials to the Facebook website, declare to Face-
book who are his friends. Everything relies on the
trusted authority, Facebook. However, a lot of peo-
ple do not really trust Facebook, they do not want
this central authority to log all their actions on the
system and be able to access their private infor-
mation. In PBAC the same problem will arise be-
cause users have to depend on a trusted authority
for identification and access.

All these solutions require an authority, trusted
by all the users. This is not acceptable in a large
open and decentralized system. Firstly, it will re-
quire a central authority (centralization), secondly
a “Trusted Authority can never be a good enough



The PrivaCIAS framework 3

authority (or recommender of trust) for everyone
in a large distributed system. Its credibility de-
pletes, and its recommendations increase in un-
certainty, as its community of trustees grows.” [1]
Thirdly, if such an authority existed, it would not
be able to physically prevent users from accessing
unauthorized resources, because in open and de-
centralized systems agents are not able to control
one another.

Privacy protection in open and decentralized en-
vironments is a relatively new field. But soft se-
curity as a means of control in multiagent sys-
tems has a long history as most of the publica-
tions related to security in multiagent systems are
based on soft security, especially using trust sys-
tems. Hard security has difficulties in dealing with
uncertainty. This is where trust powered soft secu-
rity comes in. Trust is used in open and decentral-
ized systems to find a reliable partner for a given
interaction. Trust provides flexibility. It allows for-
giveness as well as to stop trusting an agent af-
ter some deceptions. Most of the time, trust mod-
els are updated by taking into account direct ex-
periences and reputation (gossip). By extension,
trust models implement soft security, because they
will prevent the agent from engaging in partner-
ship with unreliable agents. Thus, if agents do not
behave correctly, others will decide to stop choos-
ing them as partners and gossip about them, thus
ruining their reputation. This kind of soft security
is a social control leading to the social exclusion
of unreliable agents. At no point are the agents
forced to behave in a given way, but if they be-
have poorly, then they know that other agents will
be gossiping. Obviously social control cannot be
applied to some specific cases [11].

Rasmusson and Jansson originally suggested to
use social control as soft security [15], they say
that soft security has advantages over hard se-
curity: “Once the hard security system has been
passed, everything lays open to the intruder. Soft
security expect and even accept that there might
be unwanted intruders in the system. The idea is
to identify them and prevent them from harming
the other actors.” Other approaches uses trust for
security, like [5].

In the open decentralized systems considered,
giving the control to the agents seems the best
solution. Hard security will still be used to provide
some foundations that the social control can rely
on. For example, electronic signatures will allow

the agents to verify the identity of the emitter of
a message.

2.2. Application domains

In several types of virtual communities users
communicate and share information using soft-
ware systems that support the community. These
applications raise a difficult problem of privacy.
On the one hand, the main goal of these communi-
ties is to enable communication so that users can
easily send information to their contacts. On the
other hand, each piece of communication may re-
sult in privacy being compromised. Indeed, if we
consider the case of a virtual enterprise, the com-
munity includes users with different hierarchical
roles, belonging to diverse services but also dif-
ferent enterprises. It is obvious that all informa-
tion should not be sent to other users without an-
alyzing the nature of information and users. This
situation occurs in professional or personal social
networks in which user contacts can be colleagues,
siblings, friends, ...

The goal of our work is to specify a framework
where assistant agents are able to help their users
to preserve privacy in a virtual community. Their
assistance is both to preserve the user’s privacy
by providing advice when information is communi-
cated (should the information be shared with the
other?), and preserve the other users’ privacy by
detecting when a violation occurred and should be
punished. This paper describes this work by defin-
ing means to detect privacy violations and to ex-
clude the agents that make violations.

The virtual community considered has the fol-
lowing characteristics. It works as a peer-to-peer
network, meaning that information is exchanged
between one sender and one receiver. Moreover,
according to Berners-Lee’s vision for social net-
works [20], it is a decentralized and open system.
It is thus impossible to implant a centralized con-
trol that relies on a global and total perception of
communications. We have chosen a system with
these features to be as general as possible. By offer-
ing a local assistance to users, the assistant agent
can be used both in centralized and decentralized
systems and it does not constrain system scalabil-
ity. The choice of peer-to-peer communication is
also general enough to be able to represent other
kinds of communication. For instance, if we want
to consider a social network in which information
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is exchanged by publishing it on a page or a ”wall”
readable by the user’s contacts, it can be repre-
sented by several one-to-one messages.

3. Contextual integrity

In this section we present the theory of Con-
textual Integrity [13] by Helen Nissenbaum, which
inspired our works.

First, Nissenbaum presents the three principles
of privacy behind privacy policies and laws in the
United States in what she calls the three principle
framework:

– limiting surveillance of citizens and use of in-
formation about them by agents of govern-
ment,

– restricting access to sensitive, personal, or pri-
vate information,

– curtailing intrusions into spaces deemed pri-
vate or personal.

Anything that intrudes on one of these princi-
ples is a potential privacy violation. But analyz-
ing those three principles will reveal that in fact,
they are not universal: case in point, sensitive and
private information may be accessed by a medical
doctor in order to cure the subject, surveillance of
a given citizen may be granted to federal agents
for his or her own protection or warrants can be
issued to get an intrusive insight into a suspect’s
house. This is the basic idea that lies behind con-
textual integrity: whether an action is a violation
of privacy or not depends on the context of the
action.

Another central tenet of contextual integrity is
that there are no arenas of life not governed by
norms of information flows, no informations or
spheres of life for which “anything goes”. Every-
thing that we do or say happens in a context with
its conventions and cultural expectations. The idea
of a simple private/public dichotomy is therefore
rejected.

In order to have a complete description of the
foundations of this theory, the reader should re-
fer to the original article [13]. Here the only focus
is on the concept of “violation”. Nissenbaum says
that “whether a particular action is determined a
violation of privacy is a function of:

1. the nature of the situation/context

2. nature of the information with regard to the
context

3. roles of agents receiving the information
4. relation of agents to information subject
5. terms of dissemination defined by the sub-

ject”

H. Nissenbaum notes that one consequence of
her definition is that instead of being predefined
and fixed, the privacy prescriptions are now shaped
to a significant degree by local factors, are likely to
vary across culture, historical period, locale, and so
on. She adds Although some might find this prob-
lematic, I consider it a virtue.

She ends up giving some advice on how to con-
trol contextual integrity, among those are policy
and law, but also outside the legal arena: norms
of decency, etiquette, sociability, ... This is what
we will describe later in this article, a control of
contextual integrity by norms of sociability.

4. Structural components

This section describes the message structure and
the different communication components. First the
structure of the messages that are exchanged in
the system is specified. Then, we explain how it is
possible for an agent to obtain the role of another
agent and the associated contexts. Finally we ex-
plain how the agents can specify preferences upon
the transmission of information (policies).

4.1. Message structure

Agents exchange information encapsulated in a
message. Information is raw data. We don’t make
assessment about the structure of the information
and leave it free. A message encapsulates informa-
tion plus meta-information described below.

Depending on the application, messages will be
encapsulated or merged into existing standards.
For an internet application, messages can be de-
scribed in XML, for example.

From a given information, a unique reference
can be computed that refers unambiguously to the
information without itself carrying said informa-
tion (Hash algorithms like Message Digest [17] can
be used).

The following meta-information is added to the
message:
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– Context Tags: referring to the context of the
information

– Target Tags: referring to the targets of the
information (see Subsection 5.1)

– Privacy Policies: expressing preferences re-
garding further distribution of information

– Transmission Chain: a chain of transmissions
that allows to keep track of the message path
in the system

Each of these components may be digitally
signed by agents that wish to support the meta-
information accountability. When signing meta-
information an agent engages its responsibility.
The semantics that lies behind the signature is
a certification: i.e. the agent that signs the con-
text tag “medical” certifies that the information
is medical. Therefore, it is very important that
an item of meta-information, even if it can be
detached from the information (which is possi-
ble), cannot be reattached to other information.
We prevent that from happening by including the
information hash before signing. Signatures are
formed by a name and a signature (RSA signature
for example [18]). The transmission chain keeps
track of the message path among the agents. Ev-
ery agent is required to sign the chain before prop-
agating a message, an agent adds its signature in-
cluding its own name and the name of the receiver
of the message.

4.2. Roles and context

In order to be able to define privacy preserva-
tion according to contextual integrity, we need to
introduce two concepts in the virtual community:
context and role. The context describes the situa-
tion in which an information is exchanged. Exam-
ples of context are “Dave’s work”, “John’s fam-
ily”, “health”. Roles are defined within a context
and attached to users. Examples of roles in the
three contexts mentioned above are respectively
“Dave’s boss”, “John’s father”, “medical doctor”.
There can be multiple roles per context. In this
paper, we assume that user roles and their corre-
sponding contexts are provided by organizational
entities that act as repositories. These entities are
able to return the role associated to a specific user
and the context associated with a specific role. For
this purpose, it is possible to use organizational
multiagent infrastructures [10].

These concepts are useful to express rather fine
rules for Contextual Integrity. We use them in the
next sections to allow the assistant agent to decide
on whether there is a violation or not.

4.3. Primitives

To allow the agent to recover data regard-
ing the concepts described earlier, like the meta-
information or the roles of agents, we need to pro-
vide the agents with a set of logical primitives.
These primitives can then be used to express con-
straints about the transmission of information.

1. Primitives based on meta-information:

– information(M,I). Means that I is the
information2 encapsulated in message M.

– contexttag(C,A,M). Means that C is the
context tag for message M signed by agent
A.

– targettag(T,A,M). T is the target tag for
message M, signed by A.

– policy(P,A,I). There is a policy P
signed by agent A for information I.

2. Primitives based on transmission roles:

– receiver(X,M). Agent X is receiving the
message M.

– propagator(X,M). Agent X is sending the
message M.

3. Primitives based on agent beliefs:

– target(X,I). The agent believes that
agent X is targeted by the information I.

– policyvalid(P,I). The agent believes
that the preferences expressed by policy P
are respected for the information I.

– context(C,I). Means that the agent be-
lieves that C is the context of information
I.

– role(A,R). The agent believes that Agent
A has the role R.

– rolecontext(R,C). The agent believes
that role R belongs to context C (role “sur-
geon” belongs to Medical context).

2The primitives are referring to an information I or a
message M. This is because some primitives will be specific
to a given message M, and some others will be common to

all messages containing the same piece of information I.
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– link(X,Y). The agent believes that agent
X is capable of communicating with Y.

Now, based on this primitives, we are able to
express preferences or norms.

4.4. Policies

The message can contain policies, i.e. prefer-
ences expressed by an agent upon the propaga-
tion of the information. These preferences are de-
fined for a specific information by a given agent
(the agent signs the policy). In the system, it is
not possible to insure that a policy cannot be de-
tached from the information it is referring to, i.e.
an agent may erase the policy at some point. But
it is not possible to reattach a policy to other infor-
mation, because the policy is signed, and contains
a pointer to the information it refers to.

Interesting languages exist for expressing poli-
cies like Protune [8], which has the advantage of al-
lowing human users to express policies using what
they call “controlled natural language”. Neverthe-
less, the Protune is based on access control. As we
have said previously, access control is not possi-
ble to use in decentralized and open systems. In
our framework, we express policies based on social
components, and ruling which conditions a trans-
mission must satisfy or avoid. Those policies take
into account subjective and adaptive conditions.
For example, they allow an agent to specify to send
a given information only to trusted agents from
a given group X. It is more adaptive than just
specifying “send only this information to agents of
group X”. In fact, if some agent turns out bad, he
will not receive the information.

Policies are expressed using a Prolog-like lan-
guage composed of predicates called primitives as
defined in the previous section.

A policy is composed of several statements. A
statement is composed of several primitives and of
a type of statement that can be:

– forbidden(I):-

Declares a situation that should not occur
within any transmission of information I.

– mandatory(I):-

Declares a situation that has to occur within
any transmission of information I.

A given policy is fulfilled if none of its forbid-
den statements holds (if one holds, then it is unful-

filled) and one of its mandatory statements holds.
As a statement is composed of a conjunction of
primitives, the disjunction is expressed by defin-
ing multiple statements of the same kind. This is
why only one “mandatory” statement is required
to validate the policy and a single “forbidden” to
invalidate it.

5. The PrivaCIAS framework

The PrivaCIAS (Privacy as Contextual In-
tegrity for Agent Systems) framework relies on
two sets of rules to protect privacy in open and
decentralized systems:

– A-laws express privacy preserving rules based
on Nissenbaum’s Contextual Integrity theory,

– Norms for social control. Since we chose so-
cial control to handle privacy, some norms are
defined to give a code of conduct to agents
so that they watch other’s actions and ver-
ify that they respect A-laws. These norms are
called Privacy Enforcing Norms (PENs) as
they dictate to agents what they should do to
prevent violations of privacy.

5.1. A-Laws

Contextual integrity defines violation as a func-
tion of multiple parameters. In this subsection,
based on this definition, we offer rules to check
if a transmission is a violation. We use the term
“appropriateness” to define the set of laws that
makes a transmission inappropriate (i.e. makes a
transmission a privacy violation) if one of these
laws is violated. The term “Appropriateness” is
inspired by Nissembaum’s original article. She de-
scribes appropriateness in [13] as norms that dic-
tate what information [...] is appropriate, or fit-
ting, to reveal in a particular context.

In the next definition, we use the term “target”
instead of Nissenbaum’s term “subject” because
a subject is directly related to the information,
while a target may not even appear in the infor-
mation. For example, if the information is a pic-
ture of Mr Smith with a woman who is not Mrs
Smith, the subjects of the picture are Mr Smith
and the woman, but the targets, the ones that can
be harmed by the disclosure of the picture, are Mr
Smith, Mrs Smith and the woman on the picture.
Therefore, we think the target is more versatile.
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Inspired by Nissenbaum’s definition of violation
in section 3, we define flow as appropriate if all of
the following conditions hold, and inappropriate if
any of the conditions do not hold:

1. Transmission context corresponds to the na-
ture of the information,

2. Agent has a role within the transmission con-
text,

3. The target’s preferences (policies) are re-
spected.

The following examples illustrate the 3 state-
ments of appropriateness:

1. Broadly, the context of a transmission can
be seen as the situation where and when the
transmission takes place. In our framework,
to simplify, the context of a transmission is
declared by the propagator. The nature of
the information is inferred by the receiver.
Context corresponds to the information if it
reflects the nature of the information, e.g.:
personal health information corresponds to
medical context.

2. Agents participating in the transaction should
have an associated role [3]. For example, a
medical doctor has a role in the medical con-
text.

3. If one of the targets of the information spec-
ifies policies regarding the propagation of
the information, it is inappropriate to violate
those policies.

We implement these laws in the Jason language
hereafter. An information is general while a mes-
sage is specific to a given and unique transmis-
sion. Information gets propagated by being encap-
sulated in a message, the message changes at each
transmission. Therefore, when we say that “mes-
sage M is appropriate” it would be equivalent to
say “transmission M is appropriate”.

For the following explanation, lets declare that
the current agent making the inference is named
W.

1 f i t c o n t e x t (C,M) :−
i n fo rmat ion (M, I ) &

3 propagator (M,P) &

contexttag (M,C,P) &

5 context ( I ,C) .

The fitcontext (C,M) rule states that if I is the in-
formation contained in the message M, and agent

P is the propagator of M, and P declared C as the
context of the transmission of M, then W must
believe that C is a relevant context for the infor-
mation I.

f i t r o l e (C,M) :−
2 r e c e i v e r (Rc ,M) &

r o l e c o n t e x t (R,C)&
4 r o l e (Rc ,R) .

fitrole (C,M) is true if Rc is the receiver of M, and
W believes that Rc has a role R, and W believes
that this role R is relative to the context C.

f i t p o l i c y (M) :−
2 in fo rmat ion (M, I ) &

t a r g e t (T, I ) &
4 p o l i c y ( s igned ( statements (F ,M, I ) ,T) ) &

p o l i c y v a l i d (F ,M, I ) .
6

f i t p o l i c y (M) :−
8 in fo rmat ion (M, I ) &

not (

10 t a r g e t (T, I ) &
p o l i c y ( s igned ( ,T) ) &

12 ) .

The third and fourth rules states that fitpolicy (

C,M) is true if I is the information contained in M,
and W believes that T is a target of I, and there is
a policy in W’s beliefs signed by T for information
I, and the policy is valid for information I. The
fourth rules take into account the case where no
policy has been defined by a target.

appropr ia t e (M) :−
2 f i t c o n t e x t (C,M) &

f i t r o l e (C,M) &

4 f i t p o l i c y (M) .

A message/transmission M is appropriate if the
three predicates fitcontext, fitrole and fitpolicy
hold.

5.2. Privacy enforcing norms

This section describes the Privacy Enforcing
Norms which are designed to make agents imple-
ment social control in order to preserve privacy.

The first norm (PEN1) that we offer is meant
to protect the A-laws from being violated, which
is our main interest to protect privacy: “Respect
the Appropriateness laws”.
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Every agent must take responsibility when
transmitting. Thus we define a norm stating that
every agent has to sign the transmission chain
(PEN2). Signature gives the agent the assur-
ance that the message comes from the designated
sender, which is, in such open and decentralized
systems, a capital information to be able to ob-
serve and evaluate the behavior of others.

Other norms represent the three strategies that
can be adopted to cope with privacy violations:

– Prevent: do not send information to dubious
agents,

– Stop: delete messages causing violations or re-
ceived from a known violator,

– Punish: socially punish agents that violate
privacy by gossiping about them.

The PENs prevent violations by telling the
agents to only send information to trusted agents
(PEN3). Habitually violators are declared untrust-
worthy and therefore do not receive information
anymore. Thus they are no longer able to make
violations. At the same time, this norm imple-
ments social control because agents with improper
behavior are excluded from the system as others
refuse to send them information.

Another way to stop violations is to delete mes-
sages received from a known violator (PEN4), thus
preventing new violations and also any further re-
transmission of the inappropriately received infor-
mation. This norm also implements social control
as untrusted partners are ignored, thus excluded
from the system as they are not able to send mes-
sages to others.

Finally, violations are punished by agents via
gossiping about those who do not respect pri-
vacy or the PENs, thus sharing experiences to ex-
clude them from the system (PEN5). This is a
key point in the system, because with commu-
nication, agents with inappropriate behavior are
quickly spotted. Without, it would require a much
longer time as only individual experiences would
be taken into account.

To summarize, the PENs we defined are the fol-
lowing :

1. Respect the Appropriateness laws
2. Sign the transmission chain before sending
3. Do not send information to untrusted agents
4. Delete information from violating or un-

trusted agents

5. Punish agents violating these norms (this one
excluded3)

Therefore norms are not enforced by the system
but by the agents themselves and those refusing
to enforce the norms will be punished by other
agents. For now, the punishment is implemented
as gossiping: an agent witnessing a violation has
to send a message to all of its contacts stating the
details of this violation.

The following are the definitions of the PENs in
Jason rules.

f itPENs (M) :−
2 respectPEN1 (M) &

respectPEN2 (M) &
4 respectPEN3 (M) &

respectPEN4 (M) .

The message M fits the PENs if all PENs are
respected. If a PEN is not respected, then the in-
ferring agent has to enforce PEN 4 and 5 (delete
the message and punish):

1 fitPENs (M) :−
enforcePEN4 (M) ,

3 enforcePEN5 (M) .

The respectPEN rules are tests while enforcePEN
rules are actions.

1 respectPEN1 (M) :−
appropr ia t e (M) .

The PEN1 is respected if the A-laws are respected
for the given message.

respectPEN2 (M) :−
2 l a s t L i n k (M, J ,K) &

propagator (M, J ) &
4 r e c e i v e r (M,K) .

PEN2 is respected if the propagator J of message
M did sign the message before sending it. The last
chain link must be “M was sent from J to K” where
J is the propagator and K the receiver. The for-
mula once again works both ways : when receiving,
the agent has to check that the message is signed,
but also when sending the propagator has to verify
that he did not forgot to sign the message.

3This prevents recursivity related problems.
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respectPEN3 (M) :−
2 r e c e i v e r (M,K) &

t r u s t (K) .

The PEN3 is respected if the receiver K of mes-
sage M is trusted by the inferring agent. The goal
of this PEN is to exclude untrusted agents by not
sending any information to them. This is ques-
tionable whether it is necessary to check this PEN
upon reception as we can assume that an agent
will always trust himself.

1 respectPEN4 (M) :−
propagator (M, J ) &

3 t r u s t ( J ) .

The PEN4 is respected if J is the propagator of
the message M, and J is trusted. For the same
reasons than the previous PEN, it is questionable
whether it is necessary or not to check this PEN
when sending information.

PEN5 is not checked as it is not necessary to
punish violations of PEN5 (see definition). In case
of a violation, the agent has to enforce the PENs 4
and 5 that includes active countermeasures to stop
and punish violations (other norms only includes
tests):

1 enforcePEN4 (M) :−
de l e t ed (M) .

By entering the process of enforcing PENs 4 and
5, it is certain that at least one of the enforcePEN
rule failed to hold, therefore the message should
be tagged for deletion.

enforcePEN5 (M) :−
2 propagator (M, J ) &

t r u s t ( J ) &
4 punish ( J ) .

If the agent is not trusted, it is not necessary to
punish him as all incoming messages are ignored.
But if the agent that made a violation is trusted,
it is important to stop trusting it and gossip in
order to warn other agents. Punishment will be
explained in a later section.

6. Privacy enforcing agents

Privacy control is totally decentralized in the
system, agents have to make assessments before

PEA – Sending
Internal Motivations, Informations

Want to send message M

PrivaCIAS implementation 
Check PENs

Trust Model

Adjust Trust Model

Send Message M

Check A-laws Check Signed

Check Trusted

Ask Trust Model

Enforce PENs
Delete Message Gossip

OK NOT
OK

Fig. 1. Privacy Enforcing Agents Process when Sending

sending and after receiving messages using the
PENs. Agents willing to respect the PENs are
called Privacy Enforcing Agents (PEA).

The Fig. 1 presents the PEA architecture and
the global process for protecting PENs when send-
ing a message. Big dotted arrows represent pro-
cesses. Lined arrows represent module dependen-
cies. Basically, when a PEA wants to send a mes-
sage, it has to check the PENs. Some of the PENs
rely on the trust model. If the PENs are respected,
then the agent can send the message, otherwise
the agent has to revise its motivations.

PEA architecture and overall process for pro-
tecting PENs when receiving a message is pre-
sented on Fig. 2. When a PEA receives a message,
it has to check the PENs, some of the PENs rely on
the trust model. If the PENs are respected, then
the agent increases trust, if not, the agent has to
delete the message, gossip about the violation and
decrease trust.

6.1. Receiving messages

When the agent is receiving a message, it has
to check if the transmission that just occurred is
a PEN violation. First, the agent has to check the
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PEA – Receiving
Internal Motivations, Informations

Received Message M

PrivaCIAS implementation 
Check PENs

Trust Model

Adjust Trust Model

Check A-laws Check Signed

Check Trusted

Ask Trust Model

Enforce PENs
Delete Message Gossip

OK NOT
OK

Fig. 2. Privacy Enforcing Agents Process when Receiving

A-laws to see if the transmission is appropriate
(PEN 1), as described in section 5.1. To do that,
the agent will have to infer multiple things, for ex-
ample: who is the target of the message? does the
transmission context corresponds to the nature of
the information? This is possible either by using
personal knowledge, the context tags and target
tags or by analyzing the information directly. As
the context tags (and target tags) are signed, it is
possible to adopt a context tag if the agent trusts
the one that signed the given tag. The agent also
verifies that the message is signed (PEN2) and
that the sender is trusted (PEN4)4.

If the agent detects a PEN violation, it marks
the message for deletion (PEN4) and punishes the
agent by gossiping (PEN5).

Finally, the agent readjusts the trust level of
the propagator depending on whether he made a
violation or not.

6.2. Sending messages

This situation happens when the agent is about
to send information. Before sending, it is neces-

4PEN3 is not verified as the receiver, who is the inferring

agent, trusts himself.

sary to attach to the information all possible meta-
information:

– If the agent can identify the target of the in-
formation (by using knowledge or information
analysis), it adds a target tag for target Z
then signs. This states that the agents con-
firms that the target of the information is Z.

– If the agent is able to determine the context of
the information (by using knowledge or infor-
mation analysis), it adds and signs a context
tag.

– If the agent is the target, it can specify some
restrictions regarding further dissemination of
the information, in this case, it adds a policy
that it signs.

– The agent also signs the transmission chain
to insure PEN2.

Then, the agent should make all PEN assessments
towards the receiver:

– Does the agent violates the A-laws (PEN1)
by sending the information to the receiver?
An agent never violates A-laws, except if it is
malevolent or ignorant, which in both cases,
is to be punished by other agents.

– Does the agent trust the receiver? (PEN 3) If
it is untrustworthy, it means that it has prob-
ably made some privacy violations in the past.
As the agent aims to protect the information
it holds, it only sends to trusted agents, and
ignores untrusted agents to ensure social ex-
clusion of violators.

PEN4 and PEN5 do not need to be verified while
sending, since the propagator is the agent making
the assessment it trusts itself (PEN4). If a viola-
tion is detected, the agent does not send the mes-
sage but there is no need to punish (PEN5) itself
as the transmission, henceforth the violation, did
not happened yet.

6.3. Trust and punishment

Trust is usually used to decide whether to inter-
act with a given partner when there is uncertainty
about the outcome of the interaction [6]. In the
framework, agents have uncertainties about the
behavior of others, for instance: “are they reliable
enough so I can send them information?” There-
fore they rely on trust to decide if they should in-
teract with them. At the same time, trust imple-
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ments social control as rational agents does not
want to interact with untrustworthy agents. An
agent that is not trusted anymore becomes socially
isolated thus excluded. We will be integrating the
Repage trust model [19] in our framework, as this
is a well known multiagent approach. Moreover
some work has already been done to incorporate
the trust and reputation model together with a
normative layer [14].

Trust models are more effectively maintained
when personal experiences are shared by gossip-
ing. After a transmission, agents send messages
to their contacts to give an evaluation about the
transmission. PEN5 states that when an agent de-
tects a violation of the PENs it has to send a pun-
ishment message. This message is meant to share
experiences of the agent to inform others of the vi-
olation. Nevertheless, the message can also be used
to gossip positively about a partner. The message
contains:

– Meta-information of the original message,
– List of PENs that have been violated,
– Evaluation of the transmission in Very Bad,

Bad, Neutral, Good, Very Good.

Sending the meta-information of the original
message is useful to provide evidence to other
agents that may not believe that there was a vi-
olation. The advantage of sending only the meta-
information is that the agent will not transmit the
information itself (which could in turn trigger a
violation and so on). Agents will have the choice
either to directly accept the message, integrating
this information into their trust system, or ver-
ify if the violation really happened as stated, by
checking the meta-information. The evaluation of
the violation is a value in the set Very Bad, Bad,
Neutral, Good, Very Good to be used by agents
with the Repage Trust Model.

Studies show that coordination in scale-free
networks is almost as efficient as in complete
graphs [9]. As applications based on social rela-
tionships often have a scale-free structure, we can
say that punishment messages will propagate in
the system almost as efficiently as if it were a com-
plete graph.

To summarize, the agents send information from
one to another, checking before sending and af-
ter receiving if some violation has occurred. When
violations are detected, agents send “punishment
messages” to their contacts, so that others become

aware of the violation that just occurred. Eventu-
ally, agents that make violations will be socially
excluded from the system, because no one commu-
nicate with untrustworthy agents.

7. Sample application

The aim is to define a sample application to
show how all the framework components instanti-
ate on this application.

The application that we consider is a photo
sharing social network. Basically, users can share
pictures with their contacts who can, in turn, share
again those pictures with their own contacts and
so on. We provide the users with an assistant agent
that will do all the assessments described before
to inform the user of any violation. The final de-
cisions lies in the hands of the user, the assistant
does not make any decisions.

In this system, the pictures are the information
that is exchanged.

Alice wants to share a picture with Bob. The
target of the information is James, who is in an
awkward position on the picture. Some of James’
friends already had this information before, there-
fore, there are tags describing the context as
“James friends” and the target as “James”. No
policy has been attached. The identifier of the in-
formation is “pic254”. The message is identified by
“mess412”.

When Alice clicks on the button to send the pic-
ture to Bob, the assistant agent checks the PENs:

– PEN1: Does the agent violates the A-laws by
sending the information to the receiver? This
is the instantiation of the laws described in
section 5.1:

∗ The declared context is set by the agent,
so the declared context fits the context the
agent believes to be real, the following for-
mula holds:

f i t c o n t e x t ( ’ James f r i e n d s ’ , mess412 )
:−

2 in fo rmat ion ( mess412 , p ic254 ) ,

propagator ( mess412 , ’ A l i c e ’ ) ,
4 context tag ( mess412 , ’ James f r i e n d s ’

, ’ A l i c e ’ ) ,

context ( pic254 , ’ James f r i e n d s ’ ) .
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∗ The assistant agent is not able to find a role
for Bob that fits into the context “James
friends”, the formula does not hold:

1 f i t r o l e ( ’ James f r i e n d s ’ , mess412 ) :−
r e c e i v e r ( ’Bob ’ , mess412 ) ,

3 r o l e c o n t e x t (? , ’ James f r i e n d s ’ ) ,

r o l e ( ? , ’Bob ’ ) .

∗ No policies were defined, therefore, the first
fitpolicy(M) statement holds (no policy
exists for any of the targets of the informa-
tion).

The following Appropriateness formula does
not hold, because Bob is not a friend of James
(the target):

appropr ia t e ( mess412 ) :−
2 f i t c o n t e x t ( ’ James f r i e n d s ’ , mess412 ) ,

f i t r o l e ( ’ James f r i e n d s ’ , mess412 ) ,
4 f i t p o l i c y ( mess412 ) .

Beyond this point, the assistant agent knows
that the transmission will be inappropriate,
and therefore violates the PENs. Anyway, it
asks the user (Alice), what to do: continue or
abort the transmission?

Alice wants to continue. The message containing
the picture and meta-information is sent to Bob.

Bob’s agent handles the information by checking
the PENs:

– Does the message violates contextual in-
tegrity? Bob’s agent runs here the same test
that Alice’s agent did (using his own beliefs).
As Bob is not a friend of James, no roles fits
in the context “James friends” and a violation
is therefore detected.

Bob’s agent adjusts his beliefs, he does not trust
Alice anymore because it is not the first time that
Alice deceives Bob. It gossips by sending to all
its contacts a “punishment message” containing a
statement that Alice violated PEN1.

Dave’s agent is one among those who receives
this message. Dave was about to send a message to
Alice, when he clicks the “send” button, his agent
checks the PENs. Then PEN3 forbids sending a
message to an untrusted partner. Dave’s agent
warns him that Alice is untrustworthy and that
the transmission will violate the PENs.

Users stop communicating with Alice because
of the violation she made. Alice is now socially
excluded, she is still in the system but nobody
keeps communicating with her.

The example is a little bit hard on Alice in order
to show the power of social exclusion. Normally,
it will take multiple violations for someone to be
excluded from the system and forgiveness could
occur after a certain time.

The reader should keep in mind that, as the
framework is empowered by soft security, viola-
tions will occur. At least during the time it takes
for agents to notice and exclude untrustworthy
agents. If the application is critical, for example
in an intelligence service where the information in
the system is to be protected from individuals, the
framework should not be used. On the opposite,
if communications should be promoted and also
controlled, then the framework should be used. It
will protect user privacy and be flexible enough to
let users communicate.

8. Conclusion

Privacy is an interesting problem and lots of re-
search is going on this topic. Anyway, very few ap-
proaches take interest in privacy for open and de-
centralized networks. Our approach relies on Nis-
sembaum’s Contextual Integrity theory to propose
a framework for open and decentralized networks.

The idea of our framework was to detect viola-
tions from the agent’s point of view, as there is no
central authority to control transmissions, and to
exclude the agents making those violations using
social exclusion.

Our framework was composed mainly by two
sets of rules:

– Appropriateness-laws (or A-laws), describing
what transmissions are appropriate with re-
gard to the Contextual Integrity theory

– Privacy Enforcing Norms, which provides a
code of conduct to the agents so that they
check the appropriateness of transmissions us-
ing the A-laws and enforce social control in
the system by gossiping about agents that
make violations.

Development is under way to better demon-
strate the advantages of our approach to protect
privacy in open and decentralized networks.
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